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Introduction

Demand response (DR) is the temporary, voluntary reduction in use of electricity at times when the power system is stressed.  Such stress results from events such as peak loads or the unexpected loss of transmission or generating facilities.   Customers providing demand response usually receive some form of compensation.  
Historically, demand response received little attention in the Pacific Northwest because our power system had a large component of hydroelectricity, whose flexibility allowed the power system to meet peak loads and other stressful conditions.  Over time we have begun to outgrow the ability of the hydroelectricity to perform this service, and we have made other demands on that flexibility as well.  In the not-too-distant future, regional utilities are likely to face decisions whether or not to build peaking generators
 such as single cycle combustion turbines (SCCTs) to meet conditions once routinely handled by the flexibility of the hydroelectric system.  Demand response can be an attractive alternative to these peaking generators.
Beginning in the Northwest Power and Conservation Council’s 5th Power Plan, released in early 2005, the Council has treated demand response as one of the alternatives to conventional generating plants in meeting regional loads.  Over the same period, utilities have expanded their demand response programs and are considering further expansions.  In the course of these developments it has become clear that a clear cost effectiveness criterion would be helpful in guiding development of demand response.  
There is general agreement that the basic concept of this criterion should be “compare the cost of demand response to the costs avoided elsewhere in the power system.”   But the complex interactions in the power system mean that we must decide how much detail is enough in the estimation of “the costs avoided elsewhere.”  In estimating the power system costs avoided by demand response, there is a conflict between comprehensiveness and practical usefulness.  While more detail may give more confidence that the estimate is accurate, incorporating more detail has a significant cost -- past some level of detail it becomes impractical for utility and regulator analysts to apply the estimation method to individual demand response options.  The paper reviews three estimation methods of increasing complexity that illustrate the problem.  
The paper then describes an attempt to resolve this conflict between comprehensiveness and practicality by translating the results of a very comprehensive analysis of avoided cost (the portfolio analysis used in the Council’s planning) into a simple “cost effectiveness frontier” for DR.  The cost effectiveness frontier for demand response would separate non cost effective combinations of fixed and variable costs from cost effective combinations, as demonstrated by the line in Figure 1.  The frontier could serve as a simple screening mechanism to help identify programs that are likely to be cost effective in the long run.  If a demand response program has a combination of fixed and variable costs that place it below and to the left of the frontier, it is a good candidate for further evaluation. 
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Figure 1 - Cost Effectiveness Frontier
Background: Previous Approaches

Using cost effectiveness as a guide for power system resource decisions requires the specification of a baseline set of resources and loads expected at planning points in the future.  The baseline resources are then evaluated to estimate the cost that could be avoided if an increment of load
 could be served with an alternative resource.  This “avoided cost” is the standard against which alternative resources are measured; if an alternative resource is cheaper than the avoided cost, the alternative resource is cost effective relative to the baseline resource.  
“Stand-alone Peaker” approach 
The simplest approach to the estimation of avoided cost of an SCCT is to express the total cost of a SCCT in $/MWh terms by dividing its costs by the number of MWh it is assumed to produce.  For example, a recent estimate of the annual fixed cost of a new
 SCCT is $76/kW-yr.  If we assume a conversion efficiency of 11,000 Btu/kWh, a natural gas price of $8.00/million Btu and we assume the peaker is built and operated to meet a peak load or other stress condition that lasts 100 hours/year, the cost of electricity produced in those hours by this generator is $.85/kWh
.  If a demand response program allows us to avoid building and operating a new SCCT to serve this 100-hour load, that program is cost effective if it costs less than $.85/kWh.
While this approach has the advantage of simplicity, it does not consider some significant features of the power system.  For example, a new peaker, even if it is built to meet a 100-hour condition, will likely run more than 100 hours per year, because the new unit will tend to be more efficient in converting fuel to electricity than some units which are already in the power system.  Therefore the new unit would likely displace some of those units in some hours, reducing the operating cost of the whole system.  The net cost of the new unit, taking into account this operating cost savings, is less than the “stand-alone” costs of the unit, and the cost avoided by not building the unit is likewise less than the estimate of the “stand-alone” approach.  There are other interactions, such as the possibility of trade between utilities within our region, or between our region and others, that could affect the net cost of a new SCCT and would reinforce the point of this illustration -- ignoring the interaction of a new SCCT with the rest of the power system may introduce significant bias into the estimate of avoided cost.

Another significant concern that is not reflected in the “stand-alone” approach is that of uncertainty.  Power systems are built and operated based on expectations about the future -- loads will grow at an expected rate, fuel prices will be in an expected range, weather will have an expected pattern.  But expectations frequently turn out to be wrong, and power systems can be configured to be less vulnerable to these events.  A “stand-alone” approach to estimating avoided cost cannot recognize this vulnerability and cannot discriminate between power system alternatives on this basis.
 “System Simulation” Approach

The interaction between a new generator and the rest of the power system can be modeled with tools such as the AURORA© model, which simulates the operation of the entire “Western Interconnection,” the power system from the Rockies to the Pacific, including the provinces of British Columbia and Alberta in Canada and the northern part of Baja California in Mexico.  The Council and others use this model to forecast wholesale electricity prices and for other analysis.  The model simulates the operation of generators based on the principle of dispatching lowest operating cost units first, subject to the ability to transmit the electricity from generator to load and other operating constraints.  

A tool such as AURORA can be used to estimate the avoided cost of a new generator by making two runs, a “base case” that includes the generator, and a “demand response case” that avoids the new generator by reducing load, evaluating the total cost change between the two runs.  The result should capture the interaction between the new unit and existing units throughout the system, and thus provide a more comprehensive estimate of avoided cost than a “stand-alone” approach.  
However, because modeling using AURORA cannot adequately reflect uncertainty, this approach cannot recognize the effect of resource choices on the power system’s vulnerability to uncertainty.  It shares this limitation of the “stand-alone” approach, as described above.  In addition, AURORA and similar tools are costly, both in terms of license fees and in terms of committed human resources.
Council Portfolio Model 
The Council’s portfolio model was conceived and developed largely to incorporate uncertainty into power system planning.  It is documented in detail at http://www.nwcouncil.org/energy/powerplan/plan/Default.htm.  For the purposes of this paper, it is enough to know that the model simulates the development and operation of the region’s power system, for several thousand potential resource portfolios.  Each resource portfolio is evaluated over a set of 750 possible 20-year futures, which incorporates variation in fuel and electricity prices, demand for electricity, availability of hydroelectric power, generator outages, demand for electricity by aluminum smelters, CO2 taxes, and incentives for electricity from renewable energy.  

An important feature of the model is that while each simulation is based on a potential resource portfolio, the decisions to build and operate each resource are simulated within each future, based on the recent experience in that future.  The effect is that the model simulations include “mistakes” in development, like overbuilding after a period of fast load growth, only to experience slow load growth in a succeeding period.  The result of subjecting each portfolio to 750 futures is a set of 750 net present values (NPVs) of the costs of the system.  Each portfolio thus has a distribution of NPVs that can be characterized by the distribution’s mean and a measure of risk called TailVar90 (the mean of the highest 10 per cent of NPVs).
Each portfolio can then be represented as a point on a graph with expected costs on the horizontal axis and TailVar90 on the vertical axis.  If the results for all the analyzed portfolios are plotted, the result is a “feasibility space,” illustrated by the results of an analysis done for the Council’s 5th Power Plan, shown in Figure 2. 
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Figure 2 - Feasibility Space and Efficient Frontier
While all the points plotted in the feasibility space are possible, the lighter points at the lower-left boundary of the feasibility space (the “efficient frontier”) are preferable to the rest -- the efficient frontier is made up of portfolios that minimize expected cost for each level of risk.  For any portfolio not on the efficient frontier, it is possible to find a portfolio that reduces expected cost at the same risk, or reduces risk at the same expected cost, or reduces both expected cost and risk.  Any decision-maker, regardless of their preferences for expected cost vs. risk, can find some point on the efficient frontier that is preferable to any point that is not on the frontier.

The Council’s portfolio model is arguably at the cutting edge of analytical design and comprehensive treatment of uncertainty in power planning.  Its design also simulates the interaction of a new generator with the rest of the power system.  As a result we can say that the portfolio model remedies the important shortcomings of the “stand-alone peaker” and “system simulation” approaches.  But it does so at the cost of considerable complexity -- at the Council, the model uses ten personal computers coordinated by a server, and an analysis commonly requires several days’ run time.  In addition, acquiring the skills and understanding needed to exercise the model requires a considerable investment of time for the analyst.
In the face of these drawbacks, we decided to explore the possibility that the results of a limited number of runs of the portfolio model could be translated into simpler terms.  The concept we developed is the “cost effectiveness frontier,” illustrated in Figure 1.  This frontier separates DR fixed and variable cost combinations that are cost effective, from combinations of costs that are not cost effective.  For example, the combination of $10,000/MW-yr fixed cost and $250/MWh variable cost is above the frontier, or non cost effective, while the combination of $20,000/MW-yr fixed cost and $100/MWh is below the frontier, or cost effective.
  
Translation Methodology 
How should we interpret the Council’s portfolio analysis in terms of cost effectiveness?  The analysis in the Council’s 5th Power Plan indicated that demand response could reduce the expected cost and risk of the region’s power system, while serving the same loads.  The analysis in the Plan
 assumed that 2000 MW of DR were phased in over the 20 year horizon, with the $2260/MW-yr and $150/MWh cost assumptions described above, in the “5th Plan DR” case and assumed no DR at all in the “No Demand Response” case.  The results of the analysis are reproduced in Figure 3.  
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Figure 3 - Effect of Demand Response on Efficient Frontier (Fig. H-4 in 5th Power Plan)

While the analysis is not structured as a conventional cost effectiveness analysis, Figure 3 illustrates that the 2000 MW resource analyzed in the 5th Power Plan is clearly cost effective, compared to no DR.  That is, at every comparable level of risk, the 5th Plan DR case has lower expected cost than the No DR case.  But the analysis does not tell us how high DR costs can be before the DR becomes not cost effective.  We’d like to establish a cost effectiveness limit, analogous to those we have established for energy efficiency
.  Such a limit would allow utilities, regulators and others to estimate whether a DR program is worthwhile without repeating the portfolio analysis in the 5th Plan.

Let’s first consider what such a limit would look like.  The DR resource analyzed in the Plan is typical of most DR resources, in that it has both fixed ($/MW-yr) and variable $/MWh) components.  This is in contrast to energy efficiency, whose costs and load reductions are fixed once an efficiency measure is installed.  As a result of these differences between DR and energy efficiency, while a cost effectiveness limit for energy efficiency can be expressed as a levelized cost in $/MWh or cents/kWh, a cost effectiveness limit for DR needs to be expressed as a “frontier” combining both fixed and variable costs, such as was illustrated in Figure 1.  DR programs or measures whose fixed and variable costs place them lower and to the left of the “cost effectiveness frontier” are cost effective.

How can we calculate a cost effectiveness frontier?  Using the Council’s portfolio model, we can simulate the effect of varying levels of DR costs on the expected costs and risks of the region’s power system.  Simulating the effect of higher DR costs would generate a “Test Case” frontier that is higher and to the right of the 5th Plan DR frontier.  Successively higher DR costs would generate test case frontiers that are successively higher and further to the right of the 5th Plan DR frontier.  At some level of DR costs, the test case frontier will coincide with the No Demand Response frontier at some level of risk.
  
Since we can’t expect any test case frontier to coincide with all points on the No Demand Response frontier, we must choose a point on the No Demand Response frontier as our target.  For the present, we’re choosing the least-risk portfolio (the far right point) on the frontier.
  Our objective is to determine the levels of DR costs that result in test case frontiers that coincide with that point.  That coincidence means that including DR in the resource portfolio at those costs no longer offers any advantage.  Those DR costs are at the cost effectiveness limit.
An example should help clarify the analytical process we’re proposing: We ran the portfolio model with the assumptions of the 5th Plan DR case, including DR’s fixed cost at $2260/MW-yr, but raising the variable cost of DR from $150/MWh to $200/MWh.  The test case in Figure 4 is labeled ($2260, $200) and the figure shows that the ($2260, $200) efficient frontier is between the “5th Plan” frontier and the “No DR” frontier.  That is, at equal levels of risk the expected costs of portfolios that include DR at $200/MWh variable cost are higher than those that include DR at $150/MWh variable cost, but lower than portfolios that include no DR at all.  Therefore, while DR at VC=$200/MWh is not as attractive as DR at VC=$150/MWh (fixed costs remaining at $2260/MW-yr) it is still cost effective compared to no DR.  
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Figure 4 - Comparison of Efficient Frontiers (VC=$150, $200)
We then made another run of the portfolio model maintaining all assumptions except that DR’s variable cost was raised further, to $250/MWh.  Figure 5 shows that the test case ($2260, $250) efficient frontier is now roughly coincident with the “No DR” frontier (slightly lower at the right end of both frontiers).  In other words, at these costs portfolios that include DR have essentially the same risk and expected costs as portfolios with no DR.  Therefore, this combination of fixed and variable costs is at the limit of cost effectiveness, and the point ($2260, $250) is one point on the cost effectiveness frontier.  This point is included in the frontier shown in Figure 1.
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Figure 5 - Comparison of Efficient Frontiers (VC=$150, $250)
Repeating this process with different combinations of fixed and variable costs will generate other points and trace the full shape of the cost effectiveness frontier.  Figure 1 illustrates one plausible outcome of this process. 
Caveats
While Figure 1 shows a cost effectiveness frontier that is plausible, the frontier should not be interpreted as a finished product.  The goal of this paper is to describe a method to translate results of the Council’s portfolio analysis into simpler terms.  Even if the translation is valid, any limitations of the underlying portfolio analysis will compromise the quality of the resulting cost effectiveness frontier.  
For example, the DR program analyzed in the 5th Power Plan was based on a “buyback” program and modeled very much like a peaking generator.  There are demand response programs that are quite different (e.g. PacifiCorp’s and Idaho Power’s irrigation scheduling programs, which have fixed annual costs and have load reductions that are fixed in timing and amount). Development of portfolio analyses reflecting different forms of DR will give us more confidence in the underlying analysis, and will provide an opportunity to test the translation methodology for different DR programs.
Summary

The paper reviewed methods of estimating cost effectiveness of demand response (DR) and each method’s strengths and limitations.  The portfolio analysis used by the NW Power and Conservation Council in its long run planning is a comprehensive approach that accounts for resources’ interactions with the rest of the power system, trade among the various regions of the Western Interconnection, and the effects of uncertainty on the value of each resource.  

However, the portfolio analysis is complex and demanding of time and analytical resources, making the analysis impractical for use by utility program managers or regulatory staff.  To make the results of the analysis more easily usable, we propose a translation of a series of portfolio analyses into a “cost effectiveness frontier” (Figure 1).  This frontier separates combinations of fixed and variable costs of demand response into regions that are cost effective (combinations below the frontier) and not cost effective (combination above the frontier).  At this stage of development we regard the frontier as a helpful screening aid, with potential for further development.
________________________________________

q:\kc\demand response\documents\pndrp\ce working group\olivia modeling of ce5.doc
� “Peaking” generators have relatively low capital costs and relatively high operating costs, making them attractive resources for meeting short, infrequent situations.  Peakers have been rare in the Pacific Northwest until recently because the hydroelectric system has been able to meet those situations more economically.


� The increment of load of interest here is of short duration (e.g. 50-200 hours per year), commonly at the times when the power system faces its highest loads.


� From a long run planning perspective, both construction and operation costs are avoidable.  In the shorter run, once an SCCT is built, its construction costs are sunk and only its costs of operation are avoidable.  


� $76/100 + $8*11,000/1,000,000 = $.848/kWh.  For perspective, the retail price of electricity to residential customers in this region averages $.07/kWh to $.08/kWh.  That is, during the assumed 100 hours consumers see retail rates that are roughly 1/10 of the actual incremental cost of the energy they’re using.


� While all decision-makers will prefer to be somewhere on the frontier, they will not prefer the same point on the frontier.  Choosing among portfolios on the frontier requires trading expected cost for risk.  These trades require subjective weighting of expected cost vs. risk.  Different decision-makers will apply different weights and arrive at different portfolio choices.    


� The cost effectiveness frontier has a shape that is similar to the efficient frontier illustrated in Figure 2.  Each frontier separates a plane into two regions, but the planes represent different variables.  The cost effectiveness frontier in Figure 1 separates combinations of fixed and variable costs into cost effective and non cost effective regions, while the efficient frontier in Figure 2 separates combinations of expected cost and risk into feasible (above the frontier) and infeasible (below the frontier) regions.


�Page 21 of Appendix H, Demand Response Assessment (� HYPERLINK "http://www.nwcouncil.org/energy/powerplan/plan/Appendix%20H%20(Demand%20Response).pdf)" ��http://www.nwcouncil.org/energy/powerplan/plan/Appendix%20H%20(Demand%20Response).pdf)�.  


� For example, energy efficiency measures affecting residential lighting were estimated to have a cost effectiveness limit of $45/MWh or 4.5 cents/kWh (2000$) in the Council’s 5th Power Plan.  The cost effectiveness limit varies depending on the hourly distribution of the expected savings.  See Table E-2 of Appendix E of the 5th Power Plan (� HYPERLINK "http://www.nwcouncil.org/energy/powerplan/plan/Appendix%20E%20(Conservation%20Cost-Effectiveness%20Methodology).pdf" ��http://www.nwcouncil.org/energy/powerplan/plan/Appendix%20E%20(Conservation%20Cost-Effectiveness%20Methodology).pdf� for cost effectiveness limits for the full range of energy efficiency measures analyzed. 


� The coincidence could occur at more than one level of risk simultaneously, but is very unlikely to occur all along the efficient frontier simultaneously.


� This choice can be revisited, but it is consistent with the Council’s choice of the least-risk portfolio on the frontier for the implementation part of the 5th Power Plan.





